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Abstract

Computer-assisted reading and analysis of text has applications in the hu-
manities and social sciences. Ever-larger electronic text archives have the
advantage of allowing a more complete analysis but the disadvantage of forc-
ing longer waits for results. This thesis addresses the issue of efficiently
storing data in a literary data warehouse. The method in which the data
is stored directly influences the ability to extract useful, analytical results
from the data warehouse in a timely fashion. A variety of storage methods
including mapped files, trees, hashing, and databases are evaluated to deter-
mine the most efficient method of storing data points in cubes in the data
warehouse. Each storage method’s ability to insert and retrieve data points
as well as slice, dice, and roll-up a cube is evaluated. The amount of disk
space required to store the cubes is also considered. Five test cubes of various
sizes are used to determine which method being evaluated is most efficient.
The results lead to various storage methods being efficient, depending on

properties of the cube and the requirements of the user.
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Chapter 1

Introduction

1.1 Motivation

The decrease in cost and forever increasing size of digital storage media has
resulted in large quantities of data being accumulated on disk. This data,
however, is generally not organized to be easily accessed and queried by
general users. When this raw data can be searched for trends or patterns,
the queries are generally computationally expensive. The reason for this
expense is clearly the enormous amount of data that requires analysis.

It is well known that the primary expense when extracting useful informa-
tion from a large data source is the number of disk accesses that are required
when reading the data from a secondary, non-volatile memory device such as
a hard disk. Even when the primary memory is large, it is only capable of

accommodating a very small subset of the actual data. Thus, the accessing



time required by the secondary storage medium can easily become the most
expensive portion of a query.

Though storage becomes larger and more economical, the sizes of data
sets are increasing at a similar rate. Moore’s Law [37] states that the number
of transistors that can fit in a given space have been doubling every two
years. The performance of processors has increased exponentially because of
the addition of transistors [18]. Despite hard disk capacities doubling every
year, hard disk latency has remained fairly constant. In the past 10 years
primary storage access times have decreased by a factor of 20 while hard disk
access times have only decreased by a factor of 1.4 [10]. Gray [17] recognizes
that the amount of data stored is doubling every year, growing at the same
rate at which hard disk sizes are increasing. Assuming these trends continue,
it is evident that efficient storage schemes will continue to be important when
querying large data sources.

Numerous solutions to the problem of costly secondary storage accesses
have been introduced. These solutions include sorting and indexing methods,
which provide a means of extracting specific subsets of the data without
accessing the entire data set. FEfficient storage and indexing methods are
paramount to reducing the amount of time required for the execution of
queries.

One area in which there exists very large sets of unprocessed information

is digital corpora®. A corpus is a collection of texts. A digital corpus, such

ICorpora: plural form of corpus



as Project Gutenberg [45], is a collection of electronic texts, also referred to
as eTexts. These eTexts may be in any digital format from well structured
XML to simple ASCII files. The eTexts available from Project Gutenberg are

entirely unprocessed, not necessarily conforming to any defined structure.

1.2 Practical Applications

User-driven analytical tools are used in the humanities for author attribution,
lezical analysis, and stylometric analysis. These tools include Signature [28],
Word Cruncher [1], Word Smith Tools [48], and Intext [21].

Author attribution is determining the authorship of an anonymous piece
of writing through various stylistic and statistical methods. Mendenhall was
the pioneer of this area with his study of word lengths [33]. This field was
made famous in the 1990’s by Foster’s work [11, 12] in attributing the au-
thorship of A Funeral Elegy to Shakespeare. Foster was also responsible
for determining the author of Primary Colors and has testified in a num-
ber of criminal court cases such as the trial of Theodore Kaczynski (The
Unabomber). Li et al. have recently applied these methods to online discus-
sions and instant messages [30]. Though automatic author attribution has
been implemented with reasonable measures of success [2, 9, 50], the com-
plexity of language and stylistic analysis, as well as the fact that language is
forever evolving, makes it difficult to automate the process reliably.

Lexical analysis includes many measurements of vocabulary usage such



as Type-Token Ratio®, Number of Different Words and Mean Word Fre-
quency [54]. These calculations may be applied to a single book, a collection
of books by a single author or time period, or an entire collection of books.

Stylometric analysis not only considers the words in use but also accounts
for other statistical elements of style such as word length, sentence length,
use of punctuation and many other features. Analysis of this type tends to be
used in assisting with author attribution as well as studying the development
of an author over time [6].

Even analogies, and thus semantics, can be studied. Analogies of the
form A is to B as C is to D [53] can be characterized by co-occurrences:
two words connected by a joining word such as has, on, and with (64 joining
words or phrases were initially proposed [53]). Pairs of words related by

similar joining terms are deemed analogous.

1.3 Contributions

This thesis is a small part of a much larger open-source development initia-
tive, project Lemur [29]. Lemur is a low-level library providing support for
multidimensional databases and OLAP. This library is being used to manage
a literary data warehouse containing information derived from the Project
Gutenberg corpus.

The thesis involved the development, implementation, and evaluation of

2Type-Token ratio is the ratio of different words (types) to the total number of words
(tokens)



a number of storage methods. Modifications were made to Lemur storage
methods that predated the thesis. Furthermore, the Lemur implementations
of the Linear Hashing with Reversed Bit Interleaving, Rotated B+ Tree, and
PostgreSQL multidimensional storage structures were added as part of the
thesis work. All of the experiments and evaluations of the various storage
methods were developed and implemented for the thesis.

This thesis argues that well established Database Management Systems

are not efficient storage methods for a literary data warehouse.

1.4 Organization

The remaining chapters of this thesis present the details of the exploration
used in evaluating various storage methods. Chapter 2 provides the necessary
background information required to understand the various storage methods,
the operations these storage methods support, as well as the structure of the
data that is to be stored. The implementation details of each storage method
are presented in Chapter 3. Chapter 4 outlines the various experiments
used in evaluating the strengths and weaknesses of each storage method.
This chapter also presents the results of these experiments as well as some
preliminary observations. The conditions under which each storage method
would perform well are presented in Chapters 4 and 5. The final chapter
concludes with some thoughts for future work that have stemmed from this

research.



Chapter 2

Background

This chapter provides an introduction into the areas of data warehouses and
OLAP. An example of data that will be stored in the literary data warehouse
is presented as well as the operations that are supported by the Lemur library.
Specific tree and hashing data structures are introduced. Finally, the chapter
concludes with a discussion of the metrics that will be used to determine the

efficiency of each storage method.

2.1 Data Warehouses

A data warehouse is a collection of data gathered from one or more sources,
stored and structured to support analysis (see Figure 2.1). Generally, data
warehouses do not store current data, as time is required for the data to be

verified and transformed into a loadable format. Loading of data is generally



done in bulk when the data warehouse is not being queried. Some of the
ACID properties of transactional systems, namely Atomicity, Consistency,
and Isolation [13], are unnecessary in a data warehouse environment as the
data in the warehouse is in a fixed state while it is being queried. If the
contents of the data warehouse is to be changed, the users can be prohibited
from accessing the contents until the changes are complete. The fact that
these ACID properties are not required is one of the main reasons that cus-
tomized storage structures could outperform standard database management

systems in the storage and querying of a data warehouse.

2.1.1 Description of Data

The data being stored in the literary data warehouse consists of cubes, some-
times referred to as cuboids. A cube can be considered equivalent to a mul-
tidimensional array, in the fact that it maps key k& to a value v. The key
k can have any number of dimensions d, where d > 0. Some examples of
dimensions applicable to literary data are words, authors, books, etc.
Dimensions can also conform to specific hierarchies. For example, Fig-
ures 2.2 and 2.3 illustrate hierarchies of the word and book dimensions re-
spectively. The data is stored in the data warehouse without making any
unnecessary aggregations. For example, if publication dates were available
by their exact year, the year would be stored instead of simply the decade
or era. This leaves the most options available for summarization. Consid-

ering the previous example, it would be possible to group publications by
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s 4 (including
User 1 P web server)
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Figure 2.1: Data warehouse architecture

year, decade, century, or era if the most specific value for publication date is
stored. The term hypernyms found in Figure 2.2 describes groupings of sim-
ilarly categorized words using Wordnet [27]. For example, the word monkey
is a hypernym of mammal and mammal is a hypernym of living creature.
Using these dimensions we can create a cube to study any of the previ-
ously mentioned application areas of literary analysis. For example, to study

analogies a 4-d cube could be created with two word dimensions, a joining



Word

Case Insensitive
Wort
Suffix || Prefix Unambiguous Stemmed
Multiple Part of Speech Word

Levels of
of Hypernyms
Figure 2.2: Word hierarchy

Book

‘ Author ‘ ‘ Language‘ ‘ Genre ‘ ‘ Publication Year‘

‘Era ‘ ‘ Decade ‘

‘ Gender ‘ ‘ Birth Date ‘

Figure 2.3: Book hierarchy

word dimension and a book dimension. This particular cube is henceforth

referred to as an Analogy Cube.

2.2 Data Cubes

A data cube as defined by Gray [16] is “the N-dimensional generalization of
simple aggregate functions.” A data cube is created from a cube by including
the entire unchanged cube, but increasing the range of each dimension by 1
to include the “ALL”, or aggregation, item. For the purposes of this the-

sis, the only aggregation operation that is considered is sum. The possible



aggregation operations include sum, count, average, maximum, minimum,
etc. This restriction does not have large implications on the results as the
majority of aggregation operations would take approximately equal time to
compute. Figure 2.4 shows the creation of a data cube from a 2-d cube.

0 1 2 ALL

ol 1] 2| 7| 10
1 5| 9| 4| 18
1l 5/ 9| 24
2] 713|010

ALL| 13| 14| 11| 38

Cube

Data Cube

Figure 2.4: Data cube

2.2.1 Operations

Data cubes were designed to facilitate the computation of generalization
query results in standard relational databases. They also provide support
for multidimensional, generally hierarchical data. When these queries are
expressed in Structured Query Language (SQL), they are generally expensive
to compute by a relational database system (RDBMS). The data cube has

popularized many of these queries such as slice, dice, and roll-up [44].

2.2.1.1 Slice

A slice is used to select a subset of a d-dimensional cube, leaving only those

points with a selected value in a single dimension (see Figure 2.5). For ex-

10



ample, the Analogy Cube can be sliced on the book Alice in Wonderland.
Slicing completely removes the sliced dimension from the resultant cube leav-
ing a (d — 1)-dimensional cube. In the previous example the sliced Analogy
Cube would result in a 3-dimensional cube in which all data points were from

the book Alice in Wonderland.

Figure 2.5: Slice operation

2.2.1.2 Dice

A dice is used to select a ranges of values in one or more dimensions of a cube,
leaving only those points within the ranges (see Figure 2.6). For example,
the Analogy Cube could be diced on the two word dimensions, selecting only
those words beginning with vowels. The resultant cube could be used to
analyse the analogous relationship of words beginning with vowels.

Dicing does not remove dimensions from the cube, only those values which
are not within the specified ranges. Thus when a 4-dimensional cube is diced,

the resultant cube will also be 4-dimensional.

11



Figure 2.6: Dice operation

2.2.1.3 Roll-Up

The roll-up operation is used to summarize one or more dimensions of a
cube completely (see Figure 2.7). The dimension or dimensions that are
aggregated will no longer exist in the resultant cube. Roll-ups are used as a
summarizing query. For example, rolling up on the joining word and book

dimensions of the Analogy Cube results in a cube that contains the number

of times two words appear close together.

j k [
atb+c jHK+
a b C
0 > d+et m+n+0
d e f
r g+h+i p+atr
g h [

Figure 2.7: Roll-up operation

12




2.2.1.4 Partial Roll-Up

A partial roll-up is used to summarize one or more dimensions of a cube
partially based on the hierarchical nature of those dimensions. For example,
both words dimensions of the Analogy Cube could be partially rolled up
based on their word lengths to determine the analogous relationship of words
of different lengths (see Figure 2.8). Partial roll-ups generally decrease the
size of each dimension, creating a smaller cube with the same number of
dimensions as the original cube.

dog cat ball mouse

dog| 1] 2] 2] 3 3 4 5
3|/ 13| 6 | 4

| 416 ] 41
> 5 1| 3
bal | 2 | 3| 1| 3 4

5| 3 3 5

mouse| 2 1 3 5

Figure 2.8: Partial roll-up on a 2-d cube. Each word dimension is rolled up
based on its length

2.2.1.5 Drill Down

The drill down operation is the inverse of the roll up operation. Instead of
aggregating data points together, the drill down operation divides them apart
to view a more detailed distribution of the data points (see Figure 2.9). For
example, the 2-dimensional cube resulting from the roll-up example could

be drilled down to once again include the joining word dimension. The drill

13



down operation results in a cube of finer granularity.

atbt+c jHk+

a b c
d+et+f m+n+o 0
d e f

g+h+i pHq+r r

Figure 2.9: Drill down operation

2.3 On-Line Analytical Processing

A possible solution to improve query evaluation time is On-Line Analytical
Processing (OLAP) [7]. OLAP is the storage of multidimensional, generally
hierarchical, data providing near constant-time answers to queries. Many
commercial Multidimensional Database Management Systems (MDBMS) are
designed to support OLAP, such as Cognos [8] and Essbase [19]. Using
an MDBMS to support analysis of a literary data warehouse would require
completely re-engineering how queries are executed and evaluated, which is
out of the scope of this thesis.

A frequently implemented improvement in query efficiency of OLAP sys-
tems is the pre-computation of commonly executed query results [15]. This
avoids the re-computation of results and eliminates scanning the entire data

set, saving many disk accesses. Complex queries can be solved by perform-

14



ing operations on the precomputed results in such a way as to achieve the
solution without scanning the entire dataset. Determining which query re-
sults to pre-compute has been a well explored area of research [26, 52, 56].
The benefit of pre-computing query results can be illustrated by the follow-
ing example. If a roll-up on the book dimension of an Analogy Cube was
previously created, it would be easy to determine how many times the word
“balloon” was joined to the word “string” by the word “with.” Having pre-
computed query results readily available would greatly reduce the amount of
time required by many queries.

If we exclude Information Retrieval (IR) [32], no attempts have been made
to apply OLAP to literary and linguistics applications. OLAP has been used

in conjunction with text mining, however [51].

2.4 B+ Tree

The B+ Tree, initially proposed by Knuth [25], has been adopted as a fre-
quently implemented secondary storage data structure. The B+ Tree storage
mechanism is used in many open source and commercial databases manage-
ment systems [35, 38, 42].

The B+ Tree (see Figure 2.10) is structured in two parts; the non-leaf
nodes of the tree act as the index and the leaf nodes contain actual data.
The non-leaf nodes of the tree are capable of containing n values and have

up to (n+1) pointers to nodes deeper in the tree. Each node in the B4 Tree,

15



with the exception of the root, is required to be at least 50% full, though
this percentage can be set higher. Parameter n is chosen to be large, so that
a non-leaf node fills a disk block. Therefore, the height of a B4 Tree is small

and searching it requires few disk accesses.

5 ‘ 11
3 7 9 13
1] 2 > 3| 4 > 5| 6 > 71| 8 > 9| 10 = 11| 12 > 13| 14

Figure 2.10: An example B+ Tree containing the values from 1 to 14 inclu-
sive.

Searching the B+ Tree for a value, vy, begins at the root and proceeds
to a leaf node by following pointers in the non-leaf nodes. Which pointer to
follow is determined by comparing values in the non-leaf nodes to vs. Once
v, is reached in a leaf node, sequential scanning can be done on all values
in the leaf nodes greater than vs. This allows for efficient range selection
and is used to improve the efficiency of some of the operations mentioned in
Section 2.2.1 by minimizing the number of disk access required in scanning
the data.

Inserting a value, v;, into a B+ Tree is performed similarly to searching

16



for a value. The leaf node in which v; is to be inserted is determined by
searching the B+ Tree for v;. If the leaf node is not full, v; is inserted into
the leaf node, in the position that maintains the sorted order of the values
in that node. If the leaf node is full, however, the leaf is split into two
nodes, dividing the points evenly among the two leaf nodes and adjusting
the index to accommodate the additional leaf. If the parent of the split
node cannot accommodate the additional child, additional adjustments are
required. However, this is infrequent.

The B+ Tree is a well-documented storage structure with further infor-

mation available in Database Management Systems by Ramakrishnan and

Gehrke [46, chapter 10].

2.5 Linear Hashing with Reversed Bit Inter-
leaving

Linear Hashing, first introduced by Litwin [31] and described in detail in
Database Management Systems by Ramakrishnan and Gehrke [46, chapter
11], is a method of storing n data points in a linear amount of space, requiring
linear time to retrieve a single data point. The data points are stored in
an array of buckets B of length length(B), with each bucket, b, € B,i €
0, length(B) — 1], being capable of storing a predetermined number of values,
size(B).

Each data point is identified by a unique key k € K and is assigned to a

17



single bucket through the use of a hashing function. If the key is a scalar, that
single value can be easily fed into the hashing function to determine in which
bucket the data point is to be stored. The hashing function is dependent on
the current length of B (see Figure 2.11).

The hashing function is defined as follows !

x mod 2Mleelensth(B)] = 5 od 2Mleglensth(B)] < Jength(B)
x mod 2Ueglength(B)] = otherwise
as it provides a balanced division of the data points when the keys are evenly

distributed throughout K.

Bucket O Bucket 1  Bucket 2

0000 0001 0010
0100 0011 0110
1000 0101 1010
1100 0111 1110

Figure 2.11: Since the length of B is 3, we can see both cases of the hashing
function in this example. The value 2 (0010 in binary) hashes to bucket 2,
since 2 is less than the length of B. The value 3 (0011 in binary) hashes to
bucket 3, however since that bucket does not exist yet the second case of the
hashing function applies and the value 3 is hashed to bucket 1 instead.

If a data point is assigned to a bucket B; already containing size(B)

elements, a collision occurs. An overflow bucket is created and is linked with

IThe base of all logarithms, in this thesis, is 2.

18



B; to store this data point. The total number of data points assigned to a
bucket B; (including the points in any overflow buckets associated with B;)

is denoted by elements(B;).

101100
110000
010100
000100
111100

110000 101100
000000 010100
000100
111100

Figure 2.12: Bucket splitting example when splitting bucket By into buckets
By and B,. This split increases the length of B from 4 to 5.

As the buckets become saturated with points, each is split in turn to

further divide the data points into a larger number of buckets. After ev-

ery insertion, the usage of the data structure is determined, where usage is

defined as
>, elements(B;)

Hease = length(B) X size(B)

(2.2)

Splitting occurs on a single bucket, By when the usage exceeds a predeter-
mined splitting threshold, 7, where 0 < 7 < 1. The variable s stores the
index of the next bucket to be split, initially 0. After splitting B, s is

increased by 1 or reset to 0 if s = [WJ.

19



When a split occurs on bucket By, a bucket is added to the end of B and
the elements in By are re-hashed into either By or Blengin(p)—1, depending on
if a 0 or a 1 is in the [loglength(B)] bit position of the value passed to the

hashing function (see Figure 2.12).

1l ol 1/ ol 1/ 0|l 1|0 1|1 1/1|0fl0f0]0O
™ ™
0 0

0| 1| 0| 1/0| 1| 0] 1 o o| oo | 1] 1| 1| 1

Figure 2.13: Reverse bit interleaving. First, each dimension’s bit values are
reversed followed by the interleaving process.

When each data point’s key, its unique identifier, is multidimensional, the
dimension values are bit-interleaved to give a single value that can be passed
to the hashing function (see Figure 2.13). The disadvantage to hashing in
this manner is that A(x) will assign data points to buckets by considering
the least significant bits of k. In this way the ordering of the keys is not
preserved. Thus, when a range query is issued, all buckets must be scanned
for keys that are within the range.

To preserve the order of the keys, one can interleave the reversed bits of

each dimension before evaluating the hashing function. This works because
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Before any splitting After first split After second split

Bucket 2
Bucket O Bucket 0 | Bucket 1 Bucket 1
Bucket 0
After third split After fifteenth split

12| 14| 13| 15

Bucket 2 Bucket 3
2 6 3 7

Bucket O Bucket 1

Figure 2.14: Spatial division of a two dimensional space using reversed bit
interleaving
the most significant bits of the keys are used in determining the bucket for
insertion [5, 39, 41]. An example of reversed bit interleaving is given in
Figure 2.13. Reverse bit interleaving has the effect of equally splitting the
space defined by each bucket (see Figure 2.14). As buckets are repeatedly
split, they are divided along each of the possible dimensions in turn.

When a range query is issued many of the buckets may be ignored since

it would be impossible for a key within the query range to be hashed to those
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buckets [40]. Thus only a subset of the buckets, BQ C B require scanning
for keys within the query range. For example in Figure 2.15, only buckets
BQ =10, 1, 2, 34, 6, 8, 9, 12} require scanning.

10 | 14| 11 | 15

2 6| 3 7

8| 12| 9:| 13

0:| 4| 1| 5

Figure 2.15: Example range query

Linear hashing with reversed bit interleaving (LHWRBI) has linear stor-
age requirements as well as constant expected insertion and retrieval op-

eration time. The expected complexity of range queries is proportional to

length(BQ).

2.6 Efficiency Metrics

The efficiency of each storage method is evaluated by two main measures.
The first is the speed at which storage methods perform operations (operation
speed). These operations include simple operations such as inserting and
retrieving a single data point as well as the more complicated data cube
operations previously introduced in Section 2.2.1. Secondly, the size that

the storage method occupies on disk is considered. Since disk space is finite,
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storage structures requiring less disk space are preferred.

These two measures are expected to be related. Increased operation speed
is often achieved by additional indexing or a more complicated structuring of
the data requiring more space on disk. For example a “Range Tree” is more
efficient than a “k-d Tree” at evaluating range queries, however Range Trees
have larger storage requirements than k-d Trees [3].

These metrics provide the basis by which all of the storage methods are
compared. Through various experiments, the conditions under which each

storage method shows promise can be derived.
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Chapter 3

Implementations of

Multidimensional Storage

Methods

This chapter defines the specific implementation details of the five main stor-
age methods being investigated. Each storage method is implemented in the
object oriented language C++. This implementation is an excellent can-
didate for object oriented programming as there is a clear division of data
(keys and values) as well as operations that can be applied to the data(put (),
get(), slice(), dice(), and so on). There also exists a hierarchical na-
ture to the implementation which can be exploited using an object oriented
programming language.

The storage methods are chosen to examine the advantages and disadvan-
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tages of structuring the data using each of the three general storage schemes;
direct mapping, tree, and hashing. These schemes are compared with a tra-
ditional relational database management system (RDBMS). Each method
must be able to perform two basic storage operations: put() and get(), as

well as three OLAP operations: slice(), dice(), and rollup().

3.1 Multidimensional Cube

The multidimensional cube provides a basic foundation for all of the stor-
age methods. In the object-oriented implementation environment of C++,
the MultidimensionalCube class can be considered as the base class from
which all storage methods inherit their OLAP functionality. Each storage
method is required only to implement functionality for the two basic stor-
age operations and an iterator to traverse through the data points that are
stored. This library can, using those two operations and the iterator, per-
form slice(), dice(), rollup(), and partial rollup() operations (see
the class diagram [4] for MultidimensionalCube in Figure 3.1). Descriptions
of the algorithms used to implement these operations follow. Each storage
method may override the following algorithms if it is possible for that method
to be implemented more efficiently, taking advantage of the properties of that

storage structure.

25



Multidimensional Cube

#umberOfDimensions : int

+put(int[], int)

+get(int[]) : int

+iterator() : Iterator

+dlice(int,int) : Multidimensiona Cube
+dice(AggregationMap[]) : Multidimensiona Cube
+rollup(int) : Multidimensional Cube

+partial_rollup(int, AggregationMap) : Multidimensional Cube

Figure 3.1: Unified modelling language class diagram  of
MultidimensionalCube

3.1.1 Iterator

Iterators are used to move through some or all of the data points within a
storage structure. They are initialized with a starting key, s = [s1, sa, . . ., Sal,
and an ending key, e = [e1, e, ..., e4). The iterator then moves successively
to each of the keys, k, contained within the hyper-rectangle [s, e)!. The order
of visitation depends on the specific implementation of each storage method’s
iterator.

Specialized iterators are, at times, more efficient. Iterating through spe-
cific subsets of the data points can be done more efficiently by exploiting
the organization of the data. One example would be an iterator designed to

slice the first dimension of a lexicographically sorted set of data points. In

s, e) = [s1,€1) X [s2,€2) X -+ X [84,€4)
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this case it would only be required to return a single contiguous range of the

sorted set, eliminating the need of examining the keys of all data points.

3.1.2 Slice

The slice implementation follows directly from its description in Section 2.2.1.1

and can be described algorithmically as follows in Algorithm 1.

Algorithm 1 Algorithm to slice a multidimensional cube.
INPUT: a d-dimensional cube C, a dimension to slice dg;.., and a value
to slice at Vgjice
OUTPUT: a (d — 1)-dimensional cube Cyjice
Create a new cube Cyj. with d — 1 dimensions
for i € {17"->dslice — 17dslice+ 1,,d} do
S; 0
e; <+ 14+ maximum index value in dimension 7
end for

Sdglice  Uslice

€dgiice < Uslice +1

iter « a new iterator of C' with a range s, €)

while iter has next value do
k « iter’s current key with dimension dg)j.. removed
v « iter’s current value
put value v into Cyjce at position k

end while

return cube Cyjice

3.1.3 Dice

The dicing operation is used to select a subset of the cube by including single
or multiple ranges in one or more dimensions (see Algorithm 2). This selec-

tion process is implemented using a specialized form of an aggregation map.
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Aggregation maps are used to describe the hierarchy within a single dimen-
sion, allowing various items within a dimension to be grouped together. The
dicing algorithm uses aggregation maps to select values from each dimension.
Each selected dimension value v is contained within the map along with a
singleton list representing the new index [(v) of v in the resultant diced cube.
Each singleton list is unique in the map since no two dimension values can
be mapped to the same location in the diced cube. This insures that no
aggregation is performed. Each dimension of the key would have its own
aggregation map of unique singleton lists, allowing the dice to be selective in

multiple dimensions simultaneously (see Figure 3.2).

Aggregation
dog cat ball mouse Maps

for both
dog| 1] 2] 2| 3 dimensions dog cat mouse

0O —| O dog| 1| 2 3
ca | 4 6 4 1 |

\ 1 =1 :> cat| 4| 6 | 1

ball 2 3 1 3

3 —=| 2 mouse, 2 | 1 5
mouse| 2 1 3 5

Figure 3.2: Dicing a 2-d cube

3.1.4 Roll-Up

The roll-up implementation follows directly from its previously discussed
description in Section 2.2.1.3 and is described in Algorithm 3. It should be

noted that only aggregation by sum is considered in this investigation. The
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Algorithm 2 Algorithm to dice a multidimensional cube.
INPUT: a d-dimensional cube C', an array of aggregation maps M where
m; € M
OUTPUT: a d-dimensional cube Cyice
Create a new cube Cyi.. with d dimensions
forie{l1,...,d} do
§5;«— 0
e; «— 14+ maximum index value in dimension ¢
end for
iter < a new iterator of C' with a range [s,e)
while iter has next value do
k « iter’s current key
if each dimension value in k£ has a mapping defined for it in M then
knew < k with all dimensions converted using the mappings defined
in M
v «— iter’s current value
put value v into Cy;ece at position Ky ey
end if
end while
return cube Cyice

following algorithms reflect this fact.

3.1.5 Partial Roll-Up

Partial roll-ups are much more difficult to implement than the general roll-up
operation since partial roll-ups do not completely summarize a dimension,
they simply roll-up a dimension’s values based on the hierarchy of that di-
mension. An example of a partial roll-up would be aggregating a dimension
of words based on their lengths. In this instance the values stored at mul-
tiple words with equal lengths would be aggregated together, resulting in a

smaller cube with the same dimensionality.
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Algorithm 3 Algorithm to roll-up a multidimensional cube.
INPUT: a d-dimensional cube C, a dimension to roll-up d;ojup
OUTPUT: a (d — 1)-dimensional cube Ciojiyp
Create a new cube Clopyp With d — 1 dimensions
forie {1,...,d} do

s;«— 0

e; < 1+ maximum index value in dimension 7
end for
iter «— a new iterator of C' with a range [s,e)
while iter has next value do

k « iter’s current key with dimension d;oli.vp removed

V1 < iter’s current value

v9 «+— get value in Ciopyp at position k

put value v; + vy into Ciopyp at position k
end while
return cube Cropup

To support a partial roll-up, a mapping of a dimension’s previous values
to their new values must be created. This is achieved using the aggregation

map previously mentioned in Section 3.1.3.

3.2 Flat Binary File

Flat Binary File (FBF) is a storage mechanism identical to that used for a
multidimensional array in a typical programming language. When the FBF
is created it requires the specification of the cube’s shape. The shape is used
to determine the number of data points that can exist within the data cube.
Space is allocated on the disk to allow for the storage of each possible data

point that may occur in the cube.
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Algorithm 4 Algorithm to partially roll-up a multidimensional cube.
INPUT: a d-dimensional cube C, a dimension to partially roll-up dpastial,
and an aggregation map m
OUTPUT: a d-dimensional cube Cpartial
Create a new cube Cpayiial With d dimensions
forie{1,...,d} do

§5;«— 0

e; < 14+ maximum index value in dimension ¢
end for
iter «— a new iterator of C' with a range [s,e)
while iter has next value do

k « iter’s current key with dimension dpaia1 converted using the map-

ping m

v1 < tter’s current value

Vg «— get value in Clapial at position k

put value v; + vg into Chaial at position &
end while
return cube Chartial

Since disk addressing is one dimensional, the multidimensional cube must
be flattened to a single dimension. This is done using a row major scheme as
can be seen in Figure 3.3. The data point’s key is used to calculate that data
point’s unique offset into the file. Since the conversion from key to offset is
a one-to-one function we are able to generate the key from the offset as well.
Thus, it is unnecessary to store the key with the value, saving storage space.

The ordering of the data points in the file is lexicographical, thus data
points with identical first-dimension key values are in close proximity on
disk. Therefore, when slicing or dicing on the first dimension the number of
disk accesses is minimized as the data points are contiguous on disk. It is

expected that the slice and dice operations are fastest when applied to the
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first dimension.
Due to limitations of our particular libraries, our implementation is only
capable of indexing into a file less than 1 GiB in size. It would be possible

to expand this structure into separate files to overcome this obstacle.

1| 2 3
4 5 6
7 8 9
10| 11| 12

1 2 3 4 5] 6 7 8 9 10| 11| 12

Figure 3.3: Flattening multidimensional data

3.3 B+ Tree

The Quick Database Manager (QDBM) [36] provides a library for managing
databases. Specifically it includes the capability of storing data points in a
B+ Tree on disk, allowing for the storage, retrieval, and sequential traversal
of the data points. The QDBM library does not implement support for
multidimensional cubes, therefore support has been added to extend the
functionality of the library.

Any multidimensional keys are handled by converting each dimension’s 4

byte integer value to bytes and concatenating the set of bytes to form a single
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key. This has the effect of gluing the dimensions together into a single dimen-
sion. The leaves of the B4+ Tree hold the data points in lexicographically
sorted order.

Lexicographical ordering provides special properties that can be exploited
when slicing or dicing on the first dimension. Since the order of the sequential
traversal is lexicographical, only a small subset of the data points need to
be traversed to perform a slice or a dice. These two operations take into

consideration this property, which should greatly improve their speed.

3.4 Rotated B+ Tree

The Rotated B+ Tree is an extension of the B+ Tree based on the work of
Sarawagi and Stonebraker [47]. The basic idea is that we are able to perform
operations faster on the cube by storing redundant information. When the
speed of querying operations outweighs the need for minimal storage usage,
this idea could prove useful.

A Rotated B+ Tree storing a k£ dimensional cube can be defined as a set
of k B+ Trees. In each of the & B+ Trees, the key is rotated a different
amount so that each dimension of the key is in the first dimension of one of
the B+ Trees. Figure 3.4 shows an example of how the dimension values in
a key would be rotated. In this way the advantages of slicing and dicing on
the first dimension can be extended to every dimension.

The population of values into a Rotated B+ Tree can be done by two
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Without rotation 0 1 2 3

Rotated 1 dimension 1 2 3 0
Rotated 2 dimensions 2 1 3]0 1
Rotated 3 dimensions 3 0 1 2

Figure 3.4: Rotating keys

methods. The obvious method is to insert the data points into each of the
B+ Trees as the cube is built. In this way each of the B+ Trees in the
Rotated B+ Tree are inserting their values in turn. The other method is
to populate a single B+ Tree and then to add additional B+ Trees rotated
on each dimension. These additional B4+ Trees would be populated with
the same data as the initial B4+ Tree, only the keys would be rotated. The
additional B+ Trees can be created eagerly at any point during or following
the population of the unrotated B+ Tree, or lazily when a slice or dice is
attempted on a dimension that has yet to be rotated to the first position in
the key. The second method inserts the values into the additional B4 Trees
in the order in which the iterator passes through the data points of the
existing B+ Tree and not the original insertion order. This modified insertion
order can be expected to affect the amount of time required to construct the
B+ Tree.

When creating an additional B+ Tree, T', in the Rotated B+ Tree, there
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may exist a number of other B4 Trees already present in the Rotated B+ Tree
and T could be created from any of them. The conditions used to select which
existing B+ Tree is used to create 7" have been determined experimentally

and are outlined in Section 4.4.3.1.

3.5 LHWRBI

The LHWRBI storage method discussed in Section 2.5 is implemented in
two parts. First, the Bucket storage structure is created to store a fixed
number, size(B), of data points. The data points are inserted contiguously
into a file on disk. The Bucket is also able to create a chain of overflow
Buckets in the event that more than size(B) data points are inserted into
the Bucket. Second, the LHWRBI storage structure maintains the vector
of primary Buckets (the overflow buckets are accessed through the primary
Bucket). As data points are inserted, their keys are reverse bit interleaved
and it is determined into which bucket, B;, they are inserted. Unfortunately,
in the current implementation only a certain number of bits from each di-
mension of the key can be used in the interleaving process, limiting the order
preservation of the keys. If the data has d dimensions, only % bits from
each dimension can be used. The least significant bits are chosen as they are
assumed to more uniformly divide the data (this assumption is later verified
experimentally). A more uniform distribution of the data is achieved at the

expense of disturbing the order preserving property of LHWRBI.
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Slicing and dicing operations are implemented efficiently despite compro-
mising the preservation of order. The subset of Buckets that may contain
data points within the range is first determined. Only this subset of Buckets
requires scanning for data points within the range of the slice or dice. The
buckets that are excluded are those which, due to the level of hashing, could
not possibly contain any data points within the range of the slice or dice.
The number of buckets that can be excluded from the scan is reduced by only
considering the % least significant bits of each dimension. However, smaller
ranges are unaffected by this restriction since the starting and ending points
in the range are usually only different in the least significant bits. Thus,
slices are not affected when considering only the % least significant bits of

each dimension. Dices selecting small ranges are similar.

3.6 Database Management System

Many OLAP engines are built using a RDBMS to store the data and perform
queries [20, 34]. Multidimensional database management systems are also
used in OLAP engines [19]. This thesis does not implement a MDBMS
storage method, however, due to the lack of an available, competitive, open-
source MDBMS implementation.

The implementation of the multidimensional OLAP operations previously
mentioned in Section 3.1 is unnecessarily complicated, performing excessive

put () and get() operations, and does not take advantage of the already
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well established RDBMS functionality. To provide a good basis of compari-
son, these operations are re-engineered to take advantage of the capabilities
inherent to a RDBMS system.

The PostgreSQL [43] database management system, version 7.3.4, is used
for the RDBMS storage implementation, however, many RDBMS would have
the same structured query language (SQL) calls made to it when performing
OLAP operations. The libpgxx library [14] is used to provide access to
the database system from the C++ code. Libpgxx is chosen as the library
as it interfaces with libpq, PostgreSQL’s own, well established API to the
database system.

A d-dimensional cube is represented in a database as a table with d at-
tribute columns and a single measure column. A single table is used to store
the cube instead of structuring the information using the star or snowflake
schemas in the database. This is done for two main reasons. First, the other
storage methods do not maintain this dimension information. Also, not stor-
ing the dimension information eliminates the overhead of performing joins
when quering the cube.

The combination of attribute values in the database table must also be
unique. When a put() operation is performed it must over-write any pre-
viously inserted entry at that location. To insure this outcome, every table
has a trigger associated with it that calls a function to delete any previ-
ous entry in the table at the same location. Functions and triggers, though

implemented in slightly different ways, are found in most RDBMS.
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To insert many values in an efficient manner, a tablewriter object defined
in the libpgxx library is used. This object allows for the direct insertion of
numerous table rows into a database. Many values are inserted frequently
when a new cube is created either initially or as a result of a slice, dice, or
roll-up of a previously created cube.

The OLAP operations themselves over-ride the implementations defined
for the multidimensional cube as many single put () and get () operations can
be replaced by single, more complex SQL calls. The slice() and rollup()
functions can be implemented as a single SQL call to select or aggregate as
desired from other existing tables into a new table. The dice() function is
somewhat more complex, requiring a single SQL call for each of the mappings
defined by the set of aggregation maps. Multiple mappings cannot be easily
grouped into a single SQL call since each mapping is independent of the

others.

3.7 Validating the Implementations

To verify that the implementations of each storage method were correct, a
program was written to validate each of the operations. The program created
two cubes, one using the B+ Tree storage method and the other using the
storage method being validated. The initial implementation of the B+ Tree
had already been verified as part of the Lemur library, thus it was known

to reliably produce correct results. Both cubes are loaded with the same
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data points, and both perform operations requiring calls to put (), get(),
slice(), dice(), rollup() as well as the use of iterators. If both cubes
achieve the same results, the storage method being tested is determined to

be valid as well.
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Chapter 4

Experiments

This chapter describes the experiments used to measure the relative efficien-
cies of each storage method. Additional experiments are included to evaluate
certain specialized aspects of a single storage method. All of the experiments
were conducted on a single machine using the Linux operating system, to in-
sure consistent results.

The results generated by these experiments are used to establish a set of
facts from which final conclusions are drawn. The results do not point to a
single optimal storage structure. Therefore, the conditions under which each

storage structure is most efficient are outlined.
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4.1 Methodology

To compare the various storage methods that have been implemented, a
variety of experiments were designed to evaluate the relative performance of
each. The performance of each storage method was broken down to consider
two main factors, size on disk and operation speed. The operations consisted
of two standard storage operations, put () and get(), as well as the OLAP
operations slice(), dice(), and rollup().

The size of the cube was measured as the number of bytes being used in
external memory for the storage structure. In some cases, such as FBF, not
all of the space allocated to the storage structure on disk actually contains
data. The keys for which there is no data point associated still have a position
allocated on disk. Since this memory is, however, still required by the storage
structure, it was included in the total size.

Time measurements were determined by the UNIX function getrusage,
which returns the amount of user and system time that has been used by the
program. These two values were summed together to provide the time mea-
surement. Since the time values returned by getrusage do not include time
spent waiting for /O, an additional time measurement was made by calling
gettimeofday, which returns the number of seconds and microseconds since
the Epoch (00:00:00 UTC, January 1, 1970). In order for the gettimeofday
timings to be meaningful, no unavoidable activities were concurrently being

executed with the experiments. This minimized the amount of time that was
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spent executing other processes. The timings returned by getrusage are
referred to as CPU times and those returned by gettimeofday as wallclock
times. Each operation was be repeatedly executed until sufficient time had
passed to insure that the error introduced by the slightly inaccurate total
time was negligible.

The OLAP operations can be performed on any of the cube’s dimensions,
thus, when evaluating the slice(), dice(), and rollup operations all of
the cube’s dimensions are sliced, diced, and rolled up to provide a more
meaningful evaluation. Since the performance of the OLAP operations on
one dimension of a cube is independent of its performance on the other
dimensions, we average the operation speed over different dimensions with
the geometric mean. The geometric mean of a collection of n numbers is

defined as the n'" root of the product of all n numbers in the collection.

4.2 Testing Platform

All of the results were obtained by creating various cubes and executing the
operations on a single machine, Ennui, to ensure consistent results. Ennui
was a Dell PowerEdge 6400 SMP with four Pentium III 700MHz Intel Xeon
processors with 2MB cache. The fact that the testing platform was a multi-
processor machine should not have affected the results as only a single pro-
cessor was used by the implementation. Ennui had 2GB of RAM running at

133MHz and a SCSI hard disk formatted with the ext3 [55] file system. The
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hard disk spun at 10,000RPM and had an average seek time of 5.2ms [49].
Ennui ran the Red Hat operating system using version 2.4.20-30.9smp of the
Linux kernel. To compile the implementations, g++ (version 3.2.2) was used

with optimization level 2.

4.3 Test Data Sources

The test data being used for these experiments consisted of five cubes that
were derived from an Analogy Cube [23, 24]. Recall from Section 2.1.1 that an
Analogy Cube is a four dimensional cube comprised of two word dimensions,
a joining word dimension, and a book dimension. The Analogy Cube was
loaded with actual literary data from a subset of eBooks found in the Project
Gutenberg corpus. Each cube that was derived from the Analogy Cube was
specifically chosen to test different aspects of the various storage methods,
and these cubes are described as follows.

The first cube was derived from the Analogy Cube by rolling up the last
three dimensions, leaving only a single word dimension. This resultant cube
contains the number of times each word in that dimension appeared as the
first word in an analogy. Since the original Analogy Cube was stored as a
B+ Tree, the resultant rollup() inserted the values into the test cubes in
lexicographically sorted order. The cube contained 20, 177 cells, one for each

word, and had actual values in 16,758 of those cells. The slice() and

!The remaining 3419 cells are undefined.
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rollup() operations were not performed on this cube as the resultant cube
would have had 0 dimensions and only a single value.

The second test case was derived from the Analogy Cube by rolling up
the final book dimension, partially rolling up the two word dimensions on
each word’s final suffix, and partially rolling up the joining word dimension
based on the length of the joining word. The resultant cube contained the
analogous relationship of words with regard to their suffixes. This could be
used to answer queries such as Words ending in ly are most commonly joined
to words ending in x by words of length 5 where x is unknown. The original
analogy cube did not sort based on suffix, thus the inserts into the resultant
cube were in unsorted order. The cube contained 18 x 18 x 6 = 1,944 cells
and had 761 actual values.

The third cube was derived from the Analogy Cube by rolling up the
final book dimension and partially rolling up the first three dimensions on the
length of the words. The resultant cube contained the analogous relationship
between words based on their lengths. This could be used to answer questions
such as Words of length 4 are to words of length 5 as words of length 10 are
to words of length x, where x is unknown. The original cube was not sorted
based on word length, therefore the rollup() inserted the values into the
test cubes in an unsorted order. The cube contained 16 x 16 x 6 = 1,536
cells and had 951 actual values.

The fourth test case was derived from the Analogy Cube by simply rolling

up on the final book dimension. The resultant cube contained the information
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required to answer analogy questions such as dog is to cat as train is to x,
where x is unknown. The rollup() operation again inserted values into the
storage structures in lexicographical order. The cube contained 20,177 X
20,177 x 40 = 16, 284, 453, 160 cells and had 295, 132 actual values.

The final cube was derived from the Analogy Cube by rolling up the book
dimension and partially rolling up the remaining dimensions five levels using
WordNet hypernyms. The original Analogy Cube was not ordered based
on WordNet groupings thus, the rollup() operation inserted the values in
unsorted order. The cube defined 3,748 x 3, 748 x 38 = 533, 805, 152 possible
cells and actually contained 506, 908 values.

These test cubes were initially created using the Lemur library. During
their creation, the order the points were inserted into each test cube was
recorded by logging the key and value for each put() operation that was
performed. This allowed the experiments to re-create the test cubes, inserting
the points in the same order. The results of the put () operation time was
therefore, the average amount of time required to insert a single point into
the cube. The get () operation time was calculated by averaging the retrieval
time of the values at all keys that were logged during the original creation of
the cube.

The logged keys were also used when performing the slice() and dice()
operations. When slicing, a random key from the set of logged keys was
selected and the slice() was performed on dimension ¢ using the selected

key’s i*® dimension value. Similarly, when dicing, two random keys from the
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set of logged keys were selected and the dice () was performed on dimension

i, selecting all values between they two keys’ ™" dimension values.

4.4 Results

The following sections present the observed operation speeds of the put(),
get(), slice(), dice(), and rollup() operations for each storage method.
These results are then summarized to determine the relative efficiency of the
storage methods. Finally, the amount of disk space required by each of the

methods is presented.

4.4.1 Flat Binary File

The Flat Binary File storage method appears highly efficient in both opera-
tion speed (see Tables 4.1 and 4.2) and use of disk space (this is discussed later
in Section 4.4.7) when the cubes are adequately dense and not excessively
large. Disk space is wasted for those undefined areas in the multidimensional
array. The amount of space wasted by undefined values is offset, however,
since the keys of each data point need not be stored with their corresponding
values. Our implementation of the flat binary file is unable to accommo-
date extremely large cubes, thus, test cubes 4 and 5 are exempted from the
following experiments.

The put(), get(), and slice() operation times appear to be primar-

ily computationally expensive, as their wallclock timings were approximately
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Cube N put get slice dice roll-up

1 16,758 1.87 x 10~7 1.69 x 10~ 7 — 1.42 x 1072 —
2 761 290x 1077 3.05x 1077 451 x10"* 9.33x10~%* 1.45x 1073
3 943 294 x 107 271 x1077 4.65x10~%* 1.13x 1073 1.99 x 103

Table 4.1: Flat Binary File operation speed (CPU seconds)

Cube N put get slice dice roll-up
1 16,758 1.87x 107 1.70 x 10~ " — 5.26 x 1072
2 761 2.90x 1077 283 x1077 4.42x107% 1.46 x 1072 1.28 x 1072
3 043 2.90x 1077 283 x 1077 4.95x107*% 146x1072 1.29x 1072

Table 4.2: Flat Binary File operation speed (wallclock seconds)

identical to their CPU timings®. This indicates that an insignificant amount
of the operation time was the result of 1/O operations. The dice() and
rollup() operations, however, appear to be I/O intensive as their wall-
clock timings were considerably slower (89 percent of the total time was not
counted as CPU time).

Slicing different dimensions does not appear to have considerable effect on
the performance of the slice () operation (see Tables 4.3 and 4.4). Since the
cubes are small, they fit nicely on very few disk pages. The nature of literary
cubes appears to be such that a cube large enough to take advantage of disk
locality would be rather sparse, making other structures more appealing since
their sizes are dependant on the number of data points and not the shape of
the cube (described in more detail later in Table 4.26).

Slicing the final dimension is more expensive than slicing the first two

’In some cases the wallclock timings were less than the CPU timings, indicating a
slightly inaccurate measurement of time.
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due to the shape of the cubes being sliced. Both cubes 2 and 3 have only 6
possible values in their final dimension. Slicing on the final dimension is more
expensive for two main reasons. First, slicing on the final dimension forces
the cube to iterate through more data points than a slice() on the either of
the other two dimensions. For example, slicing on dimension 0 or 1 of cube 2
(which has shape 18 x 18 x 6) would iterate though 18 x 6 = 108 data points
while slicing on the final dimension would iterate through 18 x 18 = 324
data points. These additional iterations account for some of the additional
time required to slice the final dimension of these cubes. Second, the cube
being created to store the slice is larger when slicing the final dimension.
The slicing times on the final dimension are not three times slower, since
the resultant cube creation time, and initially navigating to the new cubes’

location on disk, are also factors of the total time.

Cube 0 1 2
2 360 x 107% 4.00 x 1074 4.80 x 1074
3 440 x 107* 440 x 10~* 5.20 x 10~

Table 4.3: FBF slicing times on different dimensions (CPU seconds)

Cube 0 1 2
2 478 x 107% 482x107% 5.72x10°%
3 473 x107% 477 x10~* 5.58 x 10~*

Table 4.4: FBF slicing times on different dimensions (wallclock seconds)

When slicing a Flat Binary File, all elements that could possibly exist
in the slice must be examined, and not only the points that do exist. In a

large sparse cube this would would result in many unnecessary operations
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reducing the efficiency of the slice(), dice(), and rollup() operations.

4.4.2 B+ Tree

The B+ Tree storage method proves to be highly versatile, balancing all

important aspects of operational efficiency (see Tables 4.5 and 4.6). The

put () and get() operations are relatively fast, even when the number of

items in the structure is large. As the number of data points being stored

increases it is notable that the time required for insertions and retrievals does

increase, because the path from root to leaf increases in length.

Cube N put get slice dice roll-up
1 16,758 3.27x107% 3.67 x 107 — 9.40 x 1072 —
2 761 3.14x107% 274 x107% 519x1073 1.08x 1072 1.23x 1072
3 951 346 x107% 3.05x107% 458 x 1073 1.10x 1072 1.67 x 1072
4 205,132 9.85x107% 8.60x107% 3.81x107' 473x10° 875x10°
5 506,908 3.32x107° 249x107° 126x10° 7.82x109 1.14x10"

Table 4.5: B+ Tree operation speed (CPU seconds)

Cube N put get slice dice roll-up
1 16,758 3.34x107% 3.75x 10~ ° — 2.89 x 10~ T —
2 761 3.20x107% 281 x107% 805x1072 1.59x 10! 1.65x 10!
3 951 351x107% 3.14x107% 9.80x 1072 201x10"' 214x10°!
4 205,132 9.79x107% 8.66x107% 9.60x 107" 4.88x10° 890x10°
5 506,908 2.97x107° 2.73x107° 168x10° 805x109 1.16x 10"

Table 4.6: B+ Tree operation speed (wallclock seconds)

For larger cubes, it is exceptionally fast to slice () on the first dimension

(see Tables 4.7 and 4.8). This is due to the locality on disk of items whose
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first dimension key values are identical. For small cubes it appears as though
slicing is comparably efficient for all dimensions since the size of the structure

is small enough to require few disk accesses despite the data points’ unsorted

nature.
Cube 0 1 2
2 6.00 x 1073 8.00 x 103 6.00 x 103
3 4.00 x 1072 8.00 x 1072 5.00 x 1073
4 4.00x 1072 320x109 349x10°
5 7.60 x 1072 556x10°  5.01x10°

Table 4.7: B4 Tree slicing times on different dimensions

(CPU seconds)

Cube 0 1 2
2 9.76 x 1072  9.40 x 102 9.59 x 102
3 8.60 x 1072 8.67 x 1072 8.55 x 102
4 1.04x 1071 329%x10° 3.60x 100
5 4.72x 1071 567x10° 512x10°0

Table 4.8: B+ Tree slicing times on different dimensions (wallclock seconds)

4.4.3 Rotated B+ Tree

The Rotated B+ Tree has similar results to those of the B4+ Tree, with the
improvements and expenses associated with redundant storage. These results
can be found in Tables 4.9 and 4.10.

The cost of the put () operation is more expensive when populating all
possible rotated B+ Trees while data points are inserted, since the key must
be rotated and the insertion is done into one B+ Tree for every dimension
contained in the key. On the first test cube there is an approximately identical

insertion time for the Rotated B+ Tree and the B+ Tree since its key is a
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single dimension. This results in only a single B4+ Tree being present in

the Rotated B+ Tree storage structure and, thus, only a single, unrotated

put ) is required. There is, however, overhead encountered in checking for

additional rotations. This explains the extra time required when performing

put () operations on the first test cube.

Cube N put get slice dice roll-up
1 16,758 4.17x107% 3.71 x10°° — 9.80 x 1072 —
2 761 128 x107° 271 x107% 3.11x107® 1.17x 1072 1.47 x 1072
3 951 1.36 x107° 3.12x107% 229x1072 1.26x 1072 1.69 x 1072
4 205,132 1.91x107* 9.64x1076 3.85x1072 520x10° 9.69x10°
5 506,908 4.48 x 107* 268 x 107° 235x 107" 848 x10° 1.30x 10!

Table 4.9: Rotated B+ Tree operation speed (CPU seconds)

Cube N put get slice dice roll-up
1 16,758 4.27x 1076 3.76 x 10~ — 2.57 x 10! —
2 761 1.31x107° 284 x107% 457x1072 1.18 x10~! 1.12x 107!
3 951 1.39x107% 3.15x107% 512x1072 1.21 x10~! 1.21x 107!
4 205,132 1.95x107* 9.65x107% 1.74x107' 531x10° 9.82x10°
5 506,908 4.38 x 107* 2.68x107°> 4.07x107' 860x10% 131 x10"*
Table 4.10: Rotated B+ Tree operation speed (wallclock seconds)

Insertion times for larger cubes have the additional expense of numerous

disk accesses. This is due to the fact that the various B+ Trees grow large

enough that they become fragmented on disk requiring longer to access each

of them. This is especially evident in the put () operation time for test cube

5 in Tables 4.9 and 4.10. The wallclock time is approximately 3 times greater

than the CPU time, suggesting a large portion of the time is spent waiting

for I/O operations to complete.
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The get () operation is similar in its complexity and operation time to a

get () in the B+ Tree since it is always possible to do a single get () from

the unrotated B+ Tree.

Cube 0 1 2
2 3.00 x 1073 4.00 x 1072 4.00 x 10~3
3 2.00 x 1073 3.00x 1073 7.00 x 1073
4 4.00x 1073 3.00x107% 1.20x10°
5 850x 1072 7.90x1072 205x10°

Table 4.11: Rotated B+ Tree slicing times on different dimensions (CPU
seconds)

Cube 0 1 2
2 574 x 1072 552x 1072 5.61 x 1072
3 548 x 1072 558 x 1072 5.24 x 1072
4 248 x 1071 7.16x 1072 1.28x10°
5 4.05x 1071 2.08x 107! 233 x10°

Table 4.12: Rotated B+ Tree slicing times on different dimensions (wallclock
seconds)

The slice(), dice(), and rollup() operations are executed to provide
the query results as quickly as possible. For this reason, only the single
unrotated B+ Tree is created in the Rotated B+ Tree structure when these
operations are issued in the experiments. Additional rotated B+ Trees would
only be necessary if the query was adequately complicated to require multiple
nested operations For example, removing two dimensions of the cube by
slice() operations on different dimensions. Since the queries require only a
single operation, only the fastest method of returning results is considered.

Slicing a Rotated B+ Tree is fast because a B+ Tree can always be

selected having the slicing dimension rotated to the first dimension. This
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takes advantage of disk locality and iterates through the least amount of the
B+ Tree possible. The slice() operation remains slow on the last dimension
of the test cubes 4 and 5 (see Tables 4.11 and 4.12) since those dimensions
are small, having one of 6 possible values. Slicing in that case results in a
larger cube than slicing on the larger dimensions. In these cases the slower
insertion time and size of the slice () result offsets the gains made by having
to scan only a subset of the entire B+ Tree.

The dice() operation speed results are surprisingly similar to those of
the B4+ Tree. It was expected that the gains made by dicing on the first
dimension would outweigh the cost of unrotating the keys found within the
dice, however, it appears as though the two costs were approximately equal.

The rollup() operation times are nearly identical to those of the B+
Tree because only a single unrotated B+ Tree, T', is created in the resultant
Rotated B+ Tree. T is created from the unrotated B+ Tree in the original
structure, thus the operations performed are almost identical to those that

were performed by the B+ Tree storage method.

4.4.3.1 Lazily Rotating B+ Trees

When rotating from a previously established B+ Tree, it appears most effi-
cient to create an additional B+ Tree from one in which each value of the key
requires shifting a single position to the right (see Table 4.13). For example,
a three dimensional cube having keys koqq = [ko, k1, k2] would rotate the key

t0 knew = [k2, k1, ko]. This has the effect of inserting data points in a very
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From\To 1 2 3 4 5

0 234.95 24782 240.37 235.72 41.69
1 — 244.08 245.95 244.97 250.00
2 45.02 — 238.63 253.15 244.58
3 244.58 42.10 — 23849 241.10
4 258.72  247.82 42.07 —  235.66
5 23739 242.84 239.44 42.85 —

Table 4.13: This table shows the amount of time required (wallclock seconds)
to create a new B+ Tree rotated from a previously created B+ Tree. Rota-
tions are most efficient when rotating from a B+ Tree with dimension ¢ as its
first dimension to one with dimension (i + 1)mod(d) as the new B+ Tree’s
first dimension.

order of keysin
original B+ Tree 000 001 0,10 011 1,00 101 110 11,1
keys with 0,00 1,00 00,1 1,01 0,1,0 1,10 01,1 1,11
rotation
oorder of keys 0,0,0 0,0,1 0,1,0 01,1 1,0,0 1,0,1 1,1,0 1,11
innew B+ Tree

Figure 4.1: Rotating a new B+ Tree from an existing one

balanced manner, minimizing the amount of index restructuring that would
generally be necessary (see Figure 4.1).

When a slice() is performed on a dimension, i, that has yet to be rotated
to the first dimension of a B+ Tree in the Rotated B+ Tree structure, the
additional B+ Tree can be lazily created before performing the slice().
This has the disadvantage of requiring additional time performing this initial

slice() but has the advantage of decreasing the time required to preform
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any slice() on dimension ¢ in the future.

In cases where there is a well defined loading stage® of the data warehouse,
it may prove more efficient to create a single B4+ Tree in the set of B4+ Trees
Tereated, in the Rotated B+ Tree structure. From this initial, singleton set,
Tereated, the additional set of B+ Trees, Thqqitional, can be created by rotating a
B+ Tree from T cateq. As each B+ Tree from T,qgitional 18 created, it is added
to the set Tieatea- In this manner, the trees in T,qgitiona1 can be created in
such an order as to always allow the B+ Tree’s creation from a tree in Ti eated
by shifting the dimensions of the key a single position to the right, yielding
the most efficient creation time of the additional B+ Trees. For example,
considering the case of Table 4.13 in which there are 6 dimensions, assume
the initially unrotated B+ Tree was created first. It would then be most
efficient to create the remaining five B+ Trees in the following order, where
each number represents the first dimension of the key: 5, 4, 3, 2, 1. In
other words, each tree is created from the tree that was itself created in the

previous iteration.

4.4.4 LHWRBI

One of the main problems with the LHWRBI storage structure is the as-
sumption that the data points will be at random throughout the range of

all possible keys. This would allow each bucket to contain approximately

3The loading stage refers to the period of time used in creating all initial cubes before
any queries are issued on the data in the data warehouse.

95



the same number of data points. Since our data points are more clustered,
additional adjustments must be made to accommodate the data.

Figures 4.2 and 4.4 clearly indicates that the majority of data points are
collected within a small subset of the buckets when the hashing function
interleaves % bits from each dimension of the key k. This is due to the fact
that the most significant bits considered when hashing are constant in cubes
when the range of a dimension is small. For example, the final dimension
of the fifth test cube contains only 15 values. All of these values can be
indexed using only 4 bits of the key. Since 10 bits from each dimension of
this test case can be used in the hashing function, 2!° — 2% = 1,008 buckets
can potentially be empty (if enough splitting occurs).

To overcome this issue, fewer bits can be considered from each dimension,
resulting in a better distribution of the data points across the set of buckets
(see Figures 4.3 and 4.4). By using only 15 bits in the value passed to
the hashing function, the data points may still be divided over 2% = 32, 768
buckets, yet we will only use the least significant 175 bits from each dimension.
When considering the fifth test cube, this has a result of creating only 2° —
2% = 16 buckets that can potentially be empty.

A better distribution of data points has positive effects on the perfor-
mance of all operations (see Tables 4.14, 4.15, 4.16, and 4.17). The put ()
and get() operations are considerably faster since there are fewer points
in each bucket. In the case of the put () operation, fewer overflow buckets

would need to be traversed before the insertion could happen. In the case
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Figure 4.2: Bucket usage when interleaving 30 bits.
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Figure 4.3: Bucket usage when interleaving 15 bits.
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Figure 4.4: The cumulative distribution of points in buckets in the LHWRBI
storage method. The two lines represent the fraction of buckets that contain
at least = elements.
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of the get () operation, fewer points in the bucket, as well as any overflow

buckets, would need to be searched for a matching key. Reversed bit inter-

leaving is also less complex when considering fewer bits as the interleaving

process would consider fewer bits, resulting in fewer mathematical and bit

shifting operations.

Cube N put get slice dice roll-up
1 16,758 1.70 x 1072 1.54 x 1073 — 1.71x 10T —
2 761 1.79x107° 1.65x107° 8.67x 1073 4.80x 1072 4.17x 1072
3 951 7.13x107°% 6.79x107° 9.12x 1073 1.00 x 10~' 5.25 x 1072
4 205,132 6.66 x 107* 247 x107* 565x10° 1.06x102 4.74 x 10 2
5 506,908 1.10 x 1073 4.28x10™* 387x10%2 391 x102 4.68x103
Table 4.14: LHWRBI operation speed - 30 bit hash (CPU seconds)
Cube N put get slice dice roll-up
1 16,758 1.70 x 1072 1.54 x 1073 — 1.71x 10 * —
2 761 1.80x107° 1.65x107° 8.65x 1073 4.76 x 1072 4.13 x 1072
3 951 7.12x107° 6.80x107° 9.46x 1073 991 x 1072 5.30 x 1072
4 205,132 6.40 x 107* 244 x10* 552x10° 1.08x102 4.76 x 10 ?
5 506,908 1.09x 1072 4.28x107* 386x102 3.94x102 4.68x103

Table 4.15: LHWRBI operation speed - 30 bit hash (wallclock seconds)

Cube N put get slice dice roll-up
1 16,758 1.42 x10~%* 239 x 107° — 1.05x 10 ° —
2 761 1.59x107° 1.18 x 107® 6.35x 1073 3.57 x 1072 3.30 x 1072
3 951 4.89x107° 3.69x107° 7.11x1073 5.85x1072 4.58 x 1072
4 295,132 1.68 x 107% 464 x107° 2.11x107' 3.90x10' 4.33x10!?
5 506,908 1.86x107% 539x107° 146x10° 1.11x102 6.81x10!
Table 4.16: LHWRBI operation speed - 15 bit hash (CPU seconds)
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Cube N put get slice dice roll-up

1 16,758 1.45x10~* 258 x 10~° — 1.06 x 10 0 —

2 761 1.60x107° 1.17x107° 6.68x 1073 3.57x 1072 3.48 x 1072
3 051 4.88x107° 3.68x107° 7.33x1073 5.72x107%2 4.87x 1072
4 205,132 1.67x107* 467x107° 221 x107' 413x10' 443 x10*'
5 506,908 1.85x107* 536x107° 151x10° 1.13x10%2 6.83x 10"

Table 4.17: LHWRBI operation speed - 15 bit hash (wallclock seconds)

The slice(), dice(), and rollup() operations are also considerably
improved when considering fewer bits. This improvement is due to a combi-
nation of two main factors. First, slice(), dice(), and rollup() require
numerous put () operations. Since put() is more efficiently executed, these
operations are also improved. Furthermore, slice() and dice() may also
be benefitting from a more useful iterator. The iterator, when used to select
a subset of the entire range of data points, first determines if any buckets
are guaranteed to be outside of the range and can thus be excluded from
scanning. Since the points are more evenly distributed over the buckets, it
is more likely when buckets are excluded from the scan that they actually
contain data points, and are not simply empty buckets.

All of the LHWRBI results are primarily CPU intensive. This fact is en-
couraging as processing power increases at a much faster rate than secondary
storage access speeds.

Each dimension is approximately equal in terms of slicing efficiency (see
Tables 4.18 and 4.19). The differences in times can be attributed to the

number of data points found in the scope of the slice(), thus bounding
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the efficiency of the slice() operation to that of the put () operation. This
explains why slicing the third dimension is slower than slicing the first two.
The fact that slicing on different dimensions appears not to affect the effi-
ciency of the operation eliminates the benefit of storing the dimensions in a

different order, as was done in the Rotated B+ Tree.

Cube 0 1 2
2 400 x 1073 4.00 x 102 1.60 x 1072
3 4.00 x 1073 5.00 x 103 1.80 x 1072
4 330x 1072 4.10x1072 741x10°0
5 502 x 1071 440x 107! 141x10!

Table 4.18: LHWRBI slicing times on different dimensions (CPU seconds)

Cube 0 1 2
2 464 x 1073 3.94x107% 1.63x 1072
3 440 x 1073 491 x 1073  1.82 x 1072
4 325 x 1072 411 x1072 7.74x10°
5 511 x 107t 4.42x 107" 155 x10°!

Table 4.19: LHWRBI slicing times on different dimensions (wallclock sec-
onds)

Varying the bucket size appears to have a large impact on the speed of
most operations, without negatively impacting the size of the structure on
disk. A smaller bucket size yields the most efficient results. When the bucket
size becomes too small, however, the operation times increase.

The put () and get () operations (see Figure 4.5) are substantially faster
with smaller bucket sizes. The improvement of the get () operation is ex-
pected as hashing to a specific bucket can be done in constant time, while

the smaller buckets are faster to scan for the specific key. The put() op-
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eration encounters many more splitting operations when the bucket size is
small, which would be expected to decrease the efficiency of the put() op-
eration. The number of splits that occur is offset however, by the fact that
each bucket created is smaller in size, requiring less disk accessing. Addi-
tional splits when the bucket size is small also has the advantage of forcing
the hashing function to the less significant bits of the key, resulting in fewer
overflow buckets as the cube is populated.

The put () operation is optimized at a bucket size of 100. At buckets
sizes smaller than 100, the number of splits encountered greatly reduces the
efficiency of the put () operation.

The slice(), dice(), and rollup() operations all appear to have pro-
portional decreases in efficiency as the bucket size increases (see Figure 4.6).
The initial difference in timings for each of the bucket sizes can be closely
related to the size of the resultant cube. The size of the resultant cube
is smallest for slice(), larger for dice(), and largest when performing a
rollup(). These results are mostly explained by the efficiency of the put ()
operation. At a bucket size of 100, where put () achieved its best results,
the slice(), and dice() operations also achieved their best results. The
rollup() operation’s best results were recorded at a bucket size of 75 be-
cause of the efficiency of the get () operation. Due to aggregation, many of
the put () operations performed by the rollup would over-write previously
inserted values in the resultant cube. This reduces the number of split op-

erations. Since the put () operation’s efficiency decreases faster than that of
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Figure 4.6: LHWRBI - Cube 5 - slice(), dice(), and rollup() operation
speed with varying bucket sizes

the get () operation, the rollup() operation begins to be more expensive
at bucket sizes lower than 75.

The sizes of the structure remain approximately constant (see Figure 4.7).
This is expected, since each bucket contains on average 7 X size(B) data
points. Since the proportion of data points to empty storage locations in
the primary buckets has little variability, the total size of the structure is
approximately constant. The size of the structure is not entirely constant,

however, since the number of buckets influences how many bits are used in
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hashing, and thus the distribution of the data points among the buckets.
There are additional overflow buckets in some cases if the hashing does not
evenly distribute the data points. When all points had been inserted into
the cube, the final bucket usage varied depending on the bucket size. This
resulted in the slight variation of disk usage described in Figure 4.7.

Disk usage was actually much higher when small bucket sizes were used
as the size listed was the sum of all file sizes given by the operating system
in bytes which does not account for unused space at the end of disk blocks.
Ennui had a block size of 4096 bytes, therefore, when the bucket size was 50,

only 804 bytes were actually used in the block.

4.4.5 Database Management System

The DBMS results (see Tables 4.20 and 4.21) are slower than some of the
other data structures, but most operations appear highly scalable in that
the timings increase at a lower rate than the other storage structures with
respect to N. The tablewriter method of populating the cubes appears highly
efficient and comparable to the other methods. Performing put () operations
in bulk is more efficient as fewer SQL queries must be issued. A single
put () operation without using the tablewriter would require approximately
the same amount of time as a get () operation.

The scalability of the put () operation speed with respect to IV is promis-
ing. The B4 Tree and LHWRBI storage structures’ put () operation time

increased as the total number of data points in the cube increased. Even in
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Cube N put get slice dice roll-up
1 16,758 5.97 x 10~° 5.32 x 10~* — 1.45 x 10 0 —
2 761 9.23x107° 4.74x107* 152x1073 340x 1073 2.10x 1073
3 951 9.24x107° 443 x107% 254x1073 321 x1073 2.45x 1073
4 205,132 944 x107° 5.05x107* 222x1073% 1.25x10° 2.76 x 1073
5 506,908 9.35x 107° 540 x10™* 2.00 x 1073 4.33x 1072 347 x 1073

Table 4.20: DBMS operation speed (CPU seconds)

Cube N put get slice dice roll-up
1 16,758 1.45x 10~%* 4.07 x 1072 — 5.62 x 10 2 —
2 761 1.85x107% 126x1072 133x10° 1.19x10° 1.11x10°9
3 951 1.83x107* 130x1072 133x10° 127x109 1.13x10°
4 295,132 2.07x 107* 498 x 10! 251x10° 3.07x102% 9.59x109
5 506,908 198 x107% 841 x107' 351x10° 224x102 1.37x10!

Table 4.21: DBMS operation speed (wallclock seconds)

the LHWRBI, which has constant insertion time complexity, the disk locality
resulted in longer put () operations when the cube became larger. Despite
the scalability of the put () operation, it remains to be determined if it would
ever be faster than the LHWRBI or B+Tree put () operation times.

The get() operation is considerably slower than the put() operation.
Most data structures that were considered had comparable put () and get ()
operation times. Since get() operations must be a single, self contained
SQL queries, the expense of connecting to the DBMS and issuing the query
cannot be amortized as is done when inserting a large number of data points
at once.

The slice() and rollup() operations have the advantage of being single

SQL queries, while the implementation of dice() requires multiple SQL
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queries. The current definition of dice() allows for multiple values in any
single dimension to be included. Each value in that dimension is then mapped
to a new value, to minimize the maximum index in each dimension. An SQL
query must be issued for each mapping that occurs and is, therefore, highly
inefficient. For example, if the aggregation map contains {2 — 0,9 — 1} it
would be impossible to select index 2 and 9 and have them inserted at index
0 and 1 respectively. The rollup() and slice() operations are inefficient
for small cubes as there is considerable overhead in performing even a single
query. On those queries where the result is easily obtainable, the overhead
involved in issuing an SQL query to the DBMS results in a minor portion of
the total expense required. The additional overhead is involved in creating
the table used to store the result of the operation as well as the function and
trigger that are associated with every table created by this storage structure.

The DBMS operation cost is primarily incurred in accesses to the DBMS
itself. This is evident by the difference in CPU and wallclock timings. Since
we are issuing calls to the PostgreSQL DBMS, the amount of CPU time
required by PostgreSQL is not included in the CPU seconds measurement of
Table 4.22. The difference in results of Tables 4.22 and 4.23 can therefore
be declared as the time spent waiting for DBMS transactions which includes
time PostgreSQL spent waiting for 1/0.

Slicing results indicate that it is preferable to perform a slice() on the
first dimension. The differences in slice() operation times on different

dimensions increases as the number of data points in the cube increases.
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Since slice () is achieved by issuing a single SQL call, all of the CPU timings
are approximately equal. The wallclock timings indicate the amount of time

required by the PostgreSQL DBMS to process and complete the slicing query.

Cube N 0 1 2
2 1.76 x 1073 245 x 1073 224 x 1073
3 1.95 x 1072 1.76 x 10~3 2.06 x 1073
4 1.79 x 1073 1.89 x 1073 2.71 x 103
5 207 x 1073 225x1073% 2.39 x 1073

Table 4.22: DBMS slicing times on different dimensions (CPU seconds)

Cube 0 1 2
2 139x 109 142x10°% 146x10°
3 1.44x10% 148x10° 151x10°
4 200x 109 222x109 3.86x10°
5 244 x10° 305x10° 5.60x10°

Table 4.23: DBMS slicing times on different dimensions (wallclock seconds)

4.4.6 Operation Speed Comparison

To evaluate the relative operational efficiency of the five operations being
evaluated for each storage method, two comparisons are performed. The first
comparison includes plotting the operation speeds for each storage method
against the various sizes of the test cubes. From these plots a visual compar-
ison of the operation speeds is easily obtained. Finally, the operation speeds
will be normalized so that the timings received from the various test cubes
can be combined. This allows each of the storage method’s operations to be

compared. Only the wallclock timings are considered in these comparisons as
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they take into consideration both the CPU time and the time spent waiting
for I/O operations to occur.

The efficiency of each storage method’s put () operation is presented in
Figure 4.8. The FBF storage method is faster than any of the other storage
methods for the smaller cubes it is capable of storing. The LHWRBI and
DBMS storage methods appear to converge to similar put () operation times
for larger cubes. While B+ Trees appear to have the fastest insertion time for
smaller cubes, the rate at which the B4 Tree’s insertion time is increasing
with the cube size suggests that eventually the put() into LHWRBI and
DBMS will be faster.

The efficiency of each storage method’s get () operation is presented in
Figure 4.9. The FBF storage method is again much faster than any of the
other storage methods for the cubes that are small enough for it to store. The
DBMS storage method is especially weak when performing a get () since it
requires a single SQL call to be issued to the database which carries a notable
amount of overhead. The B+ Tree and Rotated B+ Tree storage methods
have almost identical get () operation times since they perform almost iden-
tical operations as was previously discussed in Section 4.4.3. The LHWRBI
storage method performs get () operations slower than the B+ Tree, how-
ever, it appears as though the B+ Tree’s get () operation time is increasing
faster as IV increases than that of the LHWRBI storage method. It is possi-
ble that the LHWBRI storage method will be faster for larger N than was

considered in this exploration.
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The efficiency of each storage method’s slice() operation is presented
in Figure 4.10. The FBF storage method is able to slice() faster than the
other storage methods, in large part due to that method’s fast put() and
get () operation speeds. The LHWRBI storage method appears more effi-
cient at slicing smaller cubes than remaining storage methods. As this stor-
age structure has higher put () and get () operation times than the B+ Tree
storage method, the extra efficiency must be attributed to the initial creation
of the storage structure in memory or a more efficient iterator. The Rotated
B+ Tree is most efficient for large cubes as it is always possible to slice on
the first dimension of one of the structure’s B+ Trees, greatly improving the
performance of the iterator. The DBMS slice() operation speed shows the
least amount of increase as N becomes large.

One puzzling result was the slice() operation performed on the final
test cube using the LHWRBI storage method. This storage method had the
largest increase in operation time from the fourth test cube to the fifth. The
reason for this result is due to the distribution of data within the final test
cube. When the result of the slice() is stored using the LHWRBI storage
method, the data points are not evenly distributed throughout the buckets.
In fact, during construction up to nine overflow buckets were created in a
single chain to accommodate the clustered points. When points are inserted
into a bucket having an overflow bucket an additional disk access is required
since each bucket is contained in its own file. Therefore, when a bucket has

a chain of nine overflow buckets, a put () operation is ten times as expensive
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Figure 4.10: Speed of the slice() operation

as a put () into a bucket having space for the data point.

The efficiency of each storage method’s dice () operation is presented in
Figure 4.11. Tt appears as though the cost of the dice () operation increases
approximately linearly with respect to N for all storage methods with the
exception of the DBMS storage method. The dicing results for the largest test
case using the DBMS storage structure are surprisingly efficient compared
to the fourth test cube dicing results. This surprising result is currently
unexplained, however, it is likely due to the fact that the fifth test cube was

much denser (having relatively fewer keys pointing to undefined values) than
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Figure 4.11: Speed of the dice() operation

the fourth test cube. The FBF storage structure is again the most efficient
for the cubes it is capable of storing while the B+ Tree and Rotated B+ Tree
are most efficient for larger cubes.

The efficiency of each storage method’s rollup() operation is presented
in Figure 4.12. This operation is an expensive operation for all but the DBMS
storage methods because of the number of put () and get () operations that
are required. The performance of each method reflects that method’s put ()
and get () operation speeds. The DBMS storage method, however, requires

only a single SQL call to perform a rollup() operation. Furthermore, the
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Figure 4.12: Speed of the rollup() operation

GROUP BY SQL statement is regularly used and is likely highly optimized
within the PostgreSQL DBMS.

Tables 4.24 and 4.25 present the relative operation speed efficiencies for
each of the storage methods. Each value contained within the table represents
the average inverse of the normalized operation speed over all of the test
cubes. For each storage method, the operation speed is normalized with

respect to all of the other storage methods using Equation 4.1.
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Assume t; is the operation speed using storage method 1. (4.1)
t; ’
min(t)

norm(t;) =

When the results have been normalized, the values are inverted so that the
most efficient method is given the greatest value. Finally, the inverse of the
normalized operation speeds are averaged over the test cubes. The small
and large test cubes are averaged separately for two reasons. First the FBF
storage structure cannot store the larger cubes. Second, some of the storage
methods are efficient for small cubes and inefficient for larger cubes when

performing specific operations.

Method put get slice dice  roll-up
FBF 100.00 100.00 100.00 100.00 100.00
B+ Tree 7.64 7.87 5.27 11.55 6.89
Rotated B+ Tree 2.89 7.50 0.97 20.77 11.04
LHWRBI 0.85 1.28 6.68 25.28 31.64
DBMS 0.15 0.00 0.04 0.80 1.15

Table 4.24: Summary of relative operation speed efficiency for small cubes.
Each value represents the average inverse of the normalized operation speed
over all small test cubes.

Table 4.24 presents the operation speed efficiency for each storage method
when the operations are performed on small cubes. The FBF storage method
is able to perform all of the operations faster than any of the other methods.
The DBMS is at least six times slower at performing operations than all

other storage methods. Though the LHWRBI storage method has slower
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operation speeds for the put() and get() operations, it is faster than the
B+ Tree and Rotated B4 Tree methods when performing the three OLAP
operations.

Table 4.25 presents the operation speed efficiency for each storage method
when the operations are performed on large cubes. The B+ Tree is most effi-
cient for the large test cubes used in these experiments with the exception of
the slice() operation. The Rotated B+ Tree is most efficient at slicing since
it is always capable of slicing on the first dimension of a B+ Tree. The aver-
age put () operation time of the Rotated B+ Tree is much less than a third of
the B4 Tree insertion time since the Rotated B+ Tree structure is multiple
times larger on disk resulting in additional I/O seek time. The LHWRBI
storage method is able to perform a slice() faster than the B+ Tree, how-
ever, it is especially slow when performing rollup() operations. The DBMS
is most efficient at slicing and rolling up, since these two operations can be

issued as single SQL calls.

Method put get slice dice  roll-up
B+ Tree 100.00 99.08 21.18 100.00 100.00
Rotated B+ Tree 5.90 94.87 100.00 92.75 89.59
LHWRBI 10.96 34.27 52.84 9.47 18.54
DBMS 9.86 0.00 9.26 1.88 88.74

Table 4.25: Summary of relative operation speed efficiency for large cubes.
Each value represents the average inverse of the normalized operation speed
over all large test cubes.
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4.4.7 Size Considerations

The actual disk utilization of each storage method is considered (see Ta-
ble 4.26) since efficient disk usage is an important aspect of a data warehouse.
Measurements of disk usage were calculated by using the UNIX function call
stat, which, among other things, returns the number of bytes used in storing
the file on disk. Storage structures that use less disk space leave additional
space for intermediate and summary results to remain on disk. These inter-
mediate and summary results can then be used in the future when similar or
identical queries are executed, removing the need to recalculate those results.

This greatly improves the query evaluation time of complex queries.

Cube N FBF LHWRBI B+ Tree Rotated B+ Tree DBMS
1 16,758 80,708 290, 268 131,821 131,823 679,936
2 761 7,776 27,292 131,821 395,469 40, 960
3 951 6,936 35,312 131,821 395,469 49,152
4 295,132 — 9,561,468 8,263,978 27,507,326 14,229, 504
5 506, 908 — 17,113,100 16,494,753 52,378,645 24,428,544

Table 4.26: Storage method sizes (bytes)

The FBF disk usage is dependant on the shape of the cube and not the
number of inserted values. For this reason the FBF storage structure is ideal
for dense cubes, as disk space is not used for storing many empty cells of the
cube. As noted in Section 3.2, test cubes 4 and 5 exceeded the maximum
file size set by the operating system and were therefore not included in the
results.

The LHWRBI storage structure has a size that increases linearly with
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respect to the number of data points inserted into the cube. A previous ex-
ploration of the LHWRBI storage structure concluded that a value of 7 = 0.7
(where 7 is the splitting threshold) would provide the most efficient use of disk
without negatively affecting the performance of operations [22]. Therefore,
each bucket within the LHWRBI will be, on average, 70% full of data points,
leaving an average of 30% of the total structure size empty. In the worst

case, all data points could hash to the same bucket, thus leaving -1

N
size(B) X T

_N

Soo(B) 1 overflow buckets.

empty buckets and a single bucket with

B+ Tree storage sizes increase as the leaves of the B+ Tree become satu-
rated with points. When a leaf is split into multiple leaves, additional space
is allocated for the additional leaf and possibly an additional inner node used
for indexing, causing the size of the B+ Tree to increase by large increments.
The first 3 test cubes are all contained within a structure of the same size, de-
spite containing a very different number of values. For large cubes it appears
as though the B+ Tree provides the minimum storage requirements.

The Rotated B4+ Tree size is a multiple of the B+ Tree size with an
additional small amount of storage required to manage the various B+ Trees
that have been created in the object. In Table 4.26, all of the different
dimensions are rotated to the first dimension, providing fast slicing and dicing
support on all dimensions. The first test cube is approximately the same size
as the B+ Tree, since there is only a single dimension in the cube. All other
cubes are approximately three times larger than their corresponding B+ Tree

since they have 3 dimensions. The Rotated B+ Tree uses more disk space
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than any of the other storage methods.

Determining the amount of space used by PostgreSQL to store a table is
achieved by querying the pg_class table which stores, among other things,
the number of 8,192 byte pages that are being used to store each table. By
multiplying the number of files by 8,192, we are able to determine the disk
usage of storing a cube in the DBMS.

The DBMS storage structure has expensive storage requirements in com-
parison to all but the Rotated B+ Tree. Normally one would expect that
a larger storage structure would allow for faster query results, however, the
overhead of the DBMS appears to contradict that expectation.

As previously mentioned, PosgreSQL divides the data stored in tables
into specially formatted files. PostgreSQL divides a table into separate files
on disk referred to as pages. Each page is 8 kibibytes (8,192 bytes) in size
and is divided into five parts; header, pointers, free space, items, and special
space. The header is a constant 20 bytes in size. There is one pointer that is
4 bytes in size for every row in the table. The free space between the pointers
and the items decreases as more rows are stored in the file. The items are
the rows themselves, varying in size depending on number and size of each
column. Each row requires its own additional 27 byte header in addition
to the space required to store the actual data. Finally, the special space is
reserved for additional indexing information, and varies in size.

As an example, the size of the fourth test cube, Cy, can be broken down

into its parts. The cube Cj contained 295, 132 data points, each represented
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in the database as a 4 column row in a table. Each column was of type
Integer which is 4 bytes in size, thus, each row required 16 bytes of actual
disk space. This results in 16 x 295,132 = 4,722,112 bytes required to store
the actual data points. Thus, only 33% of total disk usage reported by C,
was used in storing the data. Each row has a 4 byte pointer and a 27 byte
header, accounting for an additional 31 x 295,132 = 9,149, 092 bytes of disk
space. Therefore, a total of 13,871,204 bytes are accounted for. If each page
was completely full and had no special space, 1,698 pages would be required
to store the table. If the absolute minimum number of pages were used in
storing the table and absolutely no special space was required, a minimum
of 13,910,016 bytes were required to store Cj.

Since there is a constant overhead of 31 bytes per data point inserted into
the DBMS storage structure, it is possible that the DBSM may more effi-
ciently store cubes with many dimensions. However, further experimentation

would be required to verify this claim.

4.5 Conclusions

The following conclusions have been drawn from the observations obtained
through the previously described experiments. These conclusions summa-
rize the strengths and weaknesses of each storage method by outlining the
circumstances in which one storage method would prove efficient compared

with the other storage methods discussed in this thesis.
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The FBF storage structure is ideal for any small cube in that it efficient
in terms of both operation speed and disk usage. Since the FBF maps a key
directly to an address on disk, the keys do not require storage within the
structure saving considerable disk space. When a cube is sliced, diced, or
rolled up, the resultant cube is only a fraction of the size. One disadvantage
of the FBF is that it requires defining the maximum values in each dimension
prior to the creation of the cube. Therefore it would be difficult to use this
structure without prior knowledge of the data distribution.

In the case that disk usage and creation time are not considered impor-
tant, the Rotated B+ Tree is an ideal storage method as it is capable of
performing all three OLAP operations relatively fast (see Table 4.25. The
Rotated B+ Tree is at least twice as large as any of the other storage meth-
ods, thus it would not be ideal in any situation where disk usage was an
important factor.

The LHWRBI storage method works very well with evenly distributed
data points. It is also capable of slicing cubes nearly as fast as the Rotated
B+ Tree without storing the data points numerous times. The scalability
of the put() and get() operations, when N increases, is promising. This
indicates that the LHWRBI storage method will likely store very large cubes
faster than any of the other methods. The dice() and rollup operations
are not very efficiently when this structure is used. Therefore, the LHWRBI
storage method is ideal for storing large cubes that will be sliced frequently

as long as the data points are reasonably distributed.
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The B+ Tree storage method is highly versatile, using the least amount
disk space when storing large cubes as well as performing fast operations.
The B+ Tree is less affected by clustered data than the LHWRBI storage
method, however the B+ Tree is unable to slice all dimensions with the same
efficiency. Slicing on the first dimension is preferable since the B+ Tree’s
iterator is able to take advantage of the lexicographical ordering of the data
points. The B+ Tree storage method is also able to dice() and rollup()
cubes faster than any of the other methods on large cubes. Therefore, the
B+ Tree method of storing a cube is ideal when none of the other specialized
storage methods meet the cube’s storage requirements in terms of disk usage
or operation speed.

The DBMS storage method did prove to be scalable, however, it used
more space and performed operations slower than most of the other stor-
age methods. The evidence indicates that customized storage methods out-
perform the DBMS, and that the additional overhead required by this method

makes it an inefficient method of storing cubes in a literary data warehouse.
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Chapter 5

Conclusions

The following chapter summarizes the major points of the thesis and gives a
brief description of some areas that have yet to be explored relating to this

research.

5.1 Summary

The focus of this thesis has been to evaluate the performance of various stor-
age methods in an effort to determine an efficient means of storing cubes in a
literary data warehouse. The various storage methods included in this inves-
tigation were selected to investigate a wide scope of previously established
external data structures.

The first method, referred to as the Flat Binary File storage method, was

a memory mapped file in which the key was used to calculate an unique offset
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address in the file. This method proved efficient at storing and executing
operations on small, dense cubes.

The B+ Tree and Rotated B+ Tree storage methods were selected to
evaluate the ability of tree structures to efficiently store and execute opera-
tions on cubes. The B+ Tree proved to be a versatile storage method that
occupied little space on disk yet was still able to quickly perform operations
on the cube. One disadvantage of the B+ Tree storage structure was its
inability to efficiently slice more than the first dimension of a cube. This
disadvantage lead to the creation of the Rotated B+ Tree.

The Rotated B+ Tree is storage method that stores redundant copies of
a B+ Tree in which the keys have been rotated allowing each dimension the
ability to be the first dimension in one of the B4 Trees. Though dramatically
increasing the disk usage, this structure proved the most efficient at slicing all
dimensions of a cube. Since multiple B4+ Trees are created in this structure,
its construction time is a major disadvantage.

Linear Hashing with Reversed Bit Interleaving proved an interesting mul-
tidimensional, order preserving hashing method with linear growth on disk.
This method has various parameters that could be altered to influence its
performance. The LHWRBI storage method was able to slice cubes on all
dimensions with approximately equal performance without any additional
storage requirements. The main disadvantage of this storage method was
its reliance on well distributed data points. Clustered data points tended to

yield poor results when stored using this method.
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These storage methods were compared against storing the cube using
the relational database management system, PostgreSQL. Storing the data
points in relational tables proved to be inefficient, mostly due to the overhead
incurred using the DBMS. Though separate operations were developed to
exploit the capabilities of the DBMS, this storage method proved inefficient
with respect to both operation speed and disk usage.

Finally, the conditions under which each storage method is likely to prove

efficient were outlined.

5.2 Future Work

The results of this thesis have raised numerous questions which could be
explored in the future.

First, the manner in which the dice() operation is evaluated by the
DBMS is inefficient due to the number of SQL calls that are required. This
number can be reduced if we store the aggregation maps in SQL tables.
Populating the aggregation map tables should not be overly expensive since
the put () operation has proved scalable. With the aggregation maps stored
in tables, the dice () operation could be performed by joining the aggregation
maps with the cube’s dimensions. By selecting the mapped values, and not
the original dimension values, from the join, the result of the dice() can be
evaluated in a single SQL call.

Next, the efficiency of each storage structure should be determined for
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larger cubes. The results obtained in this thesis suggest that the LHWRBI
storage method may be capable of performing numerous operations faster
than the B4 Tree storage method if the cube’s size, N, is adequately large.
Also the DBMS proved to be a highly scalable method, showing little increase
in the put (), slice(), and rollup() operation times as N increased. This
storage method may prove more competitive for very large sizes of N.
Finally, a method of predicting properties of the resultant cubes of the
slice(), dice(), and rollup() operations on a cube in the data warehouse
would be beneficial. If the properties of the resultant cube are known before
it is created, the most efficient available storage method could be selected.
For example if the result of a rollup() is expected to be small, the resultant

cube should be stored in a FBF storage structure.
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